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Figure 1. HIVE splits interactive world generation between an edge device and the cloud. (a) A large world model in the cloud gives
high video quality but is slow and costly. A small model on the edge device is fast and cheap but drifts away from the scene, here 29 s into
the same rollout. HIVE lets the two collaborate, so that the video stays close to the quality of the cloud model at the speed of the device
model and a lower cost. (b) Video quality, the score of a VLM judge [2] on WorldScore-300 [10], against throughput (neither axis starts at
zero), with the total GPU energy per video second under each name. Blue and orange mark the cloud and the device model alone, gray the
published two-model methods (Hybrid SD [44], EC-Diff [42], and SDVG [16]), green other collaboration designs, and the red star HIVE.
HIVE approaches the quality of the cloud model at 2.9× its throughput and 35% of its cloud energy (398 J).

Abstract

Interactive video world models let users explore gener-
ated environments, empowering applications from games to
robotics. To achieve good quality, video world models of-
ten need to run on cloud GPUs, which can be costly for
model deployers. Cloud deployment can also lead to higher
response latency. A small on-device model can respond lo-
cally, but it loses details and drifts over long rollouts. Mo-
tivated by the complementary strengths of cloud and edge
computing, we study how to deploy a video world model
across heterogeneous edge devices and cloud GPUs. Het-
erogeneous deployment is challenging because additional
cloud computation can improve video quality but increases
serving cost and can delay responses to user inputs. We
present HIVE, a method that combines one-step cloud pre-
diction with on-device decoding and regeneration after a
control change. HIVE achieves judged video quality close
to that of the four-step cloud model. Compared with four-
step cloud-only generation, it achieves 2.9× the throughput
and uses 65% less cloud GPU energy per second of gener-
ated video.

1. Introduction

Interactive video world models [3, 4, 13, 15] generate envi-
ronments that users can explore and control through their
inputs. These environments can support games, simula-
tion, and the training of embodied agents. Recent mod-
els [17, 46] achieve real-time throughput on powerful cloud
GPUs, but users typically access them through edge de-
vices. Users expect continuous playback, low response la-
tency, and photometrically and physically realistic videos.
Yet models that achieve good quality are often large and re-
quire cloud GPUs to run efficiently. This motivates us to
study heterogeneous deployment across edge devices and
cloud GPUs. Cloud models can provide good quality but in-
cur serving costs and communication latency, while smaller
on-device models respond locally but can lose scene details
over long rollouts. We study how the two models should
collaborate to achieve good quality and responsiveness with
lower cloud energy consumption.

We consider models that generate video in short groups
of frames called chunks. Each chunk is conditioned on
the preceding video and a control input, such as a move-
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ment direction or no movement. The input can remain un-
changed across multiple frames. A control change occurs
when it is updated. Each chunk is generated through de-
noising steps that predict a clean video latent from a noisy
input. A model can run entirely in the cloud or on the user’s
device. Some work studies how to pair a large and a small
diffusion model. Hybrid SD [44] and RISE [20] divide the
denoising steps of each sample between the two models.
SDVG [16] instead uses the small model to generate drafts
and the large model to regenerate rejected drafts. These
methods motivate studying which computations should run
on each model when every chunk must meet a playback
deadline.

In this paper, we systematically study how a large cloud
model and a small on-device model should collaborate. We
vary the cloud sampling depth, the device’s role, and the
generation history used by each model. Two findings guide
our design. First, one cloud step retains much of the judged
quality on LingBot-World. Its one-step 14B model scores
7.03 against 7.09 for four steps and 6.49 for the four-step
1.3B model under the VLM evaluation defined below (Ta-
ble 1). We use this result to reduce cloud sampling depth for
LingBot-World. Second, the small model can regenerate a
chunk using cloud-generated history. On our 20-scene anal-
ysis set, its regenerated chunks are sharper with this history
than when it generates the rollout alone (Appendix D.2).
We therefore use the small model to regenerate chunks after
control changes.

Based on these findings, we propose HIVE, which com-
bines one-step cloud lookahead with on-device decoding
and regeneration (Figs. 1 and 2). Both pretrained models re-
tain their weights. While the current chunk is displayed, the
cloud predicts the next chunk assuming that the current con-
trol input persists. It sends the x0 prediction from its first
denoising step, an estimate of the clean video latent. The
VAE decoder on the device converts this latent into video
frames, so the cloud does not run the decoder. If the input
changes, the device discards the prediction made under the
previous input. The on-device model regenerates the chunk
with all four denoising steps under the new input, without
waiting for a cloud response. Every displayed chunk enters
both models’ histories, so the cloud continues from the re-
generated chunk. More frequent control changes reduce the
number of cloud predictions that can be reused. A device
that cannot run the small model at the playback rate retains
only the decoder and leaves regeneration to the cloud.

We evaluate HIVE on scripted rollouts with control
changes every six seconds that are not provided to the
cloud in advance. This tests regeneration when a predic-
tion no longer matches the current input. Recorded ac-
tion sequences known in advance test the one-step cloud
stream without regeneration. A second model pair tests
whether the collaboration design extends beyond LingBot-

World. On 300 scenes sampled from WorldScore [10],
HIVE achieves a mean visual-quality score of 7.07 out of
10 under a Qwen3-VL-32B [2] evaluator, compared with
7.09 for four-step cloud-only generation. Appendix B spec-
ifies the scoring protocol. Throughput rises from 7.3 to
21.2 FPS, while cloud GPU energy falls from 1141 to 398 J
per video second (Table 1). The ratios are 2.904 and 2.867,
respectively, so both round to 2.9×. During a network out-
age, the device also generates chunks that cannot arrive
from the cloud. With cloud messages withheld for 20 s,
playback stalls for 0.29 s per clip, compared with 19.33 s
without the device model (Table 4).

Our contributions are summarized below.
• We study how cloud sampling depth, device computation,

and generation history affect the quality and cost of col-
laborative video generation.

• We propose HIVE, which combines one-step cloud
lookahead with on-device decoding and regeneration un-
der updated control inputs.

• We evaluate the design on scripted control sequences,
recorded actions, and a second model pair, and measure
the role of local generation in maintaining playback dur-
ing injected network outages.

2. Related Work
Interactive video world models. Video world models [4,
13, 15, 24, 25, 32, 37, 49] generate how an environment
evolves in response to actions, and recent ones build on
large video diffusion models. They range from neural game
engines such as GameNGen [39] and Oasis [9] and gener-
ative interactive environments such as Genie [4] and Ge-
nie 3 [32] to navigation and open-world exploration under
keyboard and camera control, as in Navigation World Mod-
els [3], Matrix-Game 2.0 [15], and LingBot-World [13].
Long-horizon memory keeps the scene consistent in Matrix-
Game 3.0 [40] and WorldCrafter [48]. Real-time gener-
ation builds on few-step chunk-wise autoregressive mod-
els. CausVid [46] distills a bidirectional video model into
a causal generator, Self Forcing [17] trains on the model’s
own rollouts, and One-Forcing [11] stabilizes one-step au-
toregressive generation. A line of work makes one such
model cheaper, with feature caching [12, 35], KV-cache
compression [21, 41], sparse attention [26, 43], quantiza-
tion [6], or models sized for local deployment [33]. Several
studies also report that denoising steps are not equally use-
ful. DIAMOND [1] finds that deterministic transitions need
fewer steps than multimodal ones, DIDO [27] that static
content forms in the first step while interaction dynamics
form later, and Speculative Forcing [8], which exits tokens
early inside one generator, notes that viewpoint changes re-
quire more steps. All of these works improve a single gener-
ator on a single machine. In contrast, we keep both a small
and a large model unchanged and use the observation about
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Figure 2. Overview of HIVE on three consecutive chunks around
an action change. While the action stays the same (chunk i − 1),
the cloud predicts the next chunk under the last action it received
with one denoising step, and the device decodes and displays this
estimate. When the action changes (chunk i), the estimate that was
predicted under the old action is invalid. The device regenerates
the chunk under the new action with its own four-step sampler and
uploads it, and the cloud continues from it (chunk i + 1). Both
models write only the displayed chunks into their caches. The
border of a frame shows which model generated the chunk.

denoising steps to decide which of the two generates each
chunk.

Collaborative sampling with a large and a small model.
A second line of work lets two diffusion models share the
denoising trajectory of every sample. Some of these meth-
ods target edge–cloud deployment. Hybrid SD [44] and
RISE [20] run the early steps on a large cloud model and
the late steps on a small edge model, EC-Diff [42] ex-
trapolates part of the cloud steps, and EcoVideo [5] gen-
erates keyframes in the cloud and interpolates the remain-
ing frames on the device, which needs future frames. For
autoregressive video, SDVG [16] lets a large model regen-
erate the drafts of a small model that a reward model re-
jects. Others share the steps between the two models to cut
the sampling cost on one machine. T-Stitch [31] runs the
small model first, SRDiffusion [7] switches from the large
to the small model adaptively, FlowBlending [34] gives the
large model the first and last steps, TRACK [30] calibrates
the model of each step offline, and HybridStitch [36] selects
the model per token. Except for SDVG, these methods were
designed for offline generation with many steps, and each
of them keeps the large model involved in every sample or
verifies every draft. In contrast, HIVE follows the action
stream of an interactive video. It displays the one-step es-
timate of the large model directly and runs a full sampler
only where the action changes.

Speculation in interactive systems. Interactive systems
hide latency by computing ahead of the user. Outatime [23]
renders cloud-gaming frames for likely inputs and cor-

rects mispredictions. For video generation, speculative
sampling [18] reuses predictions from a bidirectional win-
dow while their conditioning remains valid, and Action-
Splice [38] adapts an in-flight sampler state to a revised
action. For language models, edge–cloud speculative de-
coding [14, 28] over wide-area networks gains little latency
and mainly saves server capacity. HIVE also predicts one
chunk ahead, but unlike these systems it speculates with the
large model and repairs a wrong prediction with a differ-
ent, smaller model on the device, which receives the action
first.

3. Edge–Cloud Collaboration
This section describes the framework (Fig. 2), namely the
setting and its design space (Sec. 3.1), the role of the cloud
(Sec. 3.2), and the role of the device (Sec. 3.3).

3.1. Preliminaries
Chunk-wise autoregressive world models. We consider
an action-conditioned video diffusion model [17, 46] that
generates a video chunk by chunk. Chunk i is a latent zi ∈
RF×H×W×C of F latent frames, H × W positions, and
C channels, generated from the action ai and the previous
chunks z<i, to which the model attends through a key–value
(KV) cache. A VAE decoder maps it to video frames. The
model is a few-step generator Gθ with parameters θ and
timesteps tT > · · · > t1 (T = 4 in our models). Starting
from noise zi,T ∼ N (0, I), step j = T, . . . , 1 predicts the
clean chunk

ẑi,j = Gθ

(︁
zi,j , tj , ai, z<i

)︁
, (1)

which is re-noised to the next timestep, zi,j−1 = (1 −
σtj−1

) ẑi,j + σtj−1
ϵ with ϵ ∼ N (0, I). The estimate of

the last step is the chunk, zi = ẑi,1, and one more forward
pass at t = 0 writes it into the KV cache.

Edge–cloud setting. The edge device, which we call the
device from here on, runs a small generator Gdev and the
cloud a large generator Gcloud of the same family. Both
operate in the same latent space, and each keeps its own
KV cache. The user issues actions online, and the device
must display a new chunk every ∆ seconds (∆ = 0.75 s
for 12 frames at 16 FPS). The goal is low cloud GPU usage
with high quality and responsiveness.

Design space. A collaboration design fixes, for every
chunk, (i) which model runs which denoising steps, (ii)
where the chunk is decoded, and (iii) which chunks enter the
history of each model. The two-model samplers of Sec. 2
choose (i) once and apply it to every chunk. We instead let
it depend on the action. The large model contributes one
step to every chunk, and the small model contributes its full
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sampler only to the chunks that follow an action change.
Sec. 4.3 evaluates other points of this design space under
the same protocol.

3.2. One-Step Lookahead in the Cloud
While chunk i − 1 is displayed, the device requests chunk
i under the current action, which serves as the predicted
action âi. The cloud computes only the first estimate,

ẑi = Gcloud

(︁
zi,T , tT , âi, z<i

)︁
, (2)

and returns it with its chunk index and action. Because
the request is issued one chunk ahead, the cloud step and
the network latency are hidden behind the chunk that is be-
ing displayed. A cloud chunk therefore costs one denoising
pass and one cache update instead of T passes and an up-
date. The first estimate is trained to be a plausible chunk on
its own, because these models are distilled with distribution
matching [17, 45], which supervises the clean estimate of
every denoising step rather than only the last. The cloud
never decodes. It sends latents, at 3.6 Mbit/s in FP16 and
about half of that with 8-bit quantization (see Appendix E).

3.3. Decoding and Regeneration on the Device
Decoding. If âi equals the action ai that is in effect when
chunk i starts, the device decodes ẑi and writes it into its
own cache. Decoding overlaps the next request. The VAE
decoder, a substantial part of the per-chunk work, thus stays
off the cloud.

Regeneration at action changes. If âi ̸= ai, the predic-
tion is invalid and is discarded. The device regenerates the
chunk with all T steps of Gdev under ai, decodes it, and up-
loads the latent. The full sampler thus runs where a single
cloud step is least adequate, on the machine that receives
the action first and already holds the displayed video. It
adds no cloud cost and does not depend on the network, so
the same path covers cloud chunks that are late or missing,
e.g., during a network outage. As the new action usually ar-
rives while the previous chunk is displayed, the device starts
regenerating as soon as the action arrives.

Shared history. Before predicting chunk i+ 1, the cloud
writes chunk i into its cache, namely its own estimate if
the prediction was valid and the uploaded latent otherwise.
Both models therefore condition on exactly the displayed
chunks z≤i, and no cache tensor is ever transmitted. We
verify this property for both of our implementations (see
Appendix G).

Decode-only devices. Device regeneration requires that
the regenerated chunk is ready when it is due. The T steps
of Gdev and the decoding must fit into one chunk interval

∆, i.e., the device must run its model at least at the play-
back rate. A device that does not meet this condition, e.g.,
one that only has room for the decoder, falls back to cloud
regeneration. It asks the cloud for a new one-step estimate
under ai and decodes it, while lookahead, decoding on the
device, and the shared history stay the same. This fallback
is HIVE without the device model, and we evaluate it as an
ablation in Secs. 4.4 and 5.

4. Experiments
4.1. Setup
Models and hardware. We use LingBot-World 2.0
causal-fast [13], with the 1.3B model on the device and the
14B model in the cloud. Both are four-step distilled and
generate three latent frames (12 video frames) per chunk at
about 624 × 352. Each model runs on one NVIDIA RTX
PRO 6000 Blackwell GPU (96 GB), which is built on the
same processor as the consumer RTX 5090 (32 GB). By
edge device we thus mean the user’s own machine with one
GPU of this class, such as a workstation or gaming PC, not a
phone or headset. The device role uses little of this memory,
at most 12.1 GiB with the 1.3B model and 8.8 GiB for de-
coding alone, against 52.5 GiB in the cloud. What it needs
is speed, as it must run the 1.3B model above the 16-FPS
playback rate, which this GPU does at 20.4 FPS. A 24 GB
RTX A5000 does not, so it only decodes and leaves regen-
eration to the cloud (see Appendix E). Sec. 5 repeats the
evaluation with another backbone.

Benchmarks. We evaluate on two public benchmarks.
From WorldScore [10], we take ten scenes from each of its
30 categories and roll out each of the 300 scenes for 30 sec-
onds under an action sequence of five six-second segments.
The four action changes per rollout are not announced to
the cloud, so HIVE regenerates four of the 39 chunks on the
device. From WBench [47], we use the 158 navigation cases
with recorded actions (WBenchNavi), in which all actions
are known in advance (see Appendix A). The design study,
the ablation, and the analyses of Secs. 4.3–5 need several
seeds per scene. They use a set of 20 scenes under the same
protocol with four or ten seeds, and the costs of Table 1 are
measured on this set (see Appendix A).

Baselines. We compare three groups of methods. (i) Sin-
gle models are the device and cloud models alone, the cloud
model with one step per chunk, the 4-bit quantized 14B
model on the device, and Speculative Forcing [8]. (ii) Two
models on two GPUs are Hybrid SD [44] and EC-Diff [42],
which divide every denoising trajectory between a cloud
and an edge model, and SDVG [16], in which a large model
regenerates the rejected drafts of a small one. In all three the
cloud waits for the device on every chunk, so it cannot work
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VLM judge VBench Camera / motion Energy (J / video s) ↓ Latency Network

Method FPS ↑ Quality ↑ Drift ↓ Quality ↑ Imag. ↑ RPE ↓ Resp. ↑ Device / GPU 1 Cloud / GPU 2 Total (s) ↓ (kB / frame) ↓

Single model
Device only (1.3B) 20.4 6.49 64.8 76.2 61.9 0.653 86.6 349 0 349 0.583 0
Cloud only (14B) 7.3 7.09 53.5 77.0 66.4 0.483 84.0 0 1141 1141 1.632 –
Cloud only (14B), 1-step† 14.2 7.03 48.2 77.5 65.2 0.371 83.5 0 551 551 0.842 –
14B on the device, 4-bit 5.0 6.99 51.2 76.4 65.4 0.454 85.2 1649 0 1649 2.364 0
Speculative Forcing [8] 22.7 5.37 71.1 73.2 61.0 0.834 85.9 349 0 349 0.561 0

Two models on two GPUs
Hybrid SD [44] 10.6 6.60 58.7 76.1 61.8 0.507 84.2 383 647 1030 1.102 86.2
EC-Diff [42] 11.6 6.96 51.3 76.9 64.8 0.435 85.4 329 627 956 1.028 57.7
SDVG [16] (τ = −1.2) 6.8 6.86 58.1 76.7 64.3 0.564 86.2 686 742 1428 2.192 29.2

Edge–cloud collaboration
HIVE w/o device model 21.3 7.03 48.2 77.5 65.2 0.371 83.5 209 413 622 0.788 32.0
HIVE (Ours) 21.2 7.07 46.6 77.9 65.3 0.382 87.2 250 398 648 0.586 32.0

Table 1. Interactive rollouts with unannounced action changes. Quality is measured on WorldScore-300 (300 scenes, one seed) and
cost on the 20-scene set. Every method runs on one RTX PRO 6000 per model, and cloud-only rows also decode in the cloud. Network
is the data exchanged between the device and the cloud per displayed frame, in both directions. Cloud-only rows would stream encoded
video, 6 to 10 kB per frame with H.264 (see Appendix E). VBench quality aggregates six dimensions. Bold and underline mark the best
and second-best value among the two-model methods and HIVE. †Actions known in advance. Details are in Appendix A.

a chunk ahead. (iii) Edge–cloud collaboration is HIVE. All
methods use the same model pair and hardware, and each
published method is instantiated on our four steps with its
configuration fixed before the evaluation (see Appendix A).

Metrics. For visual quality, we report the VBench [19]
quality score and its imaging-quality dimension (Imag.), the
MUSIQ [22] score of the frames, a no-reference measure of
image quality between 0 and 100. For action following, we
estimate camera poses from the generated video and report
the rotation error (RPE) to the commanded trajectory and a
Response score that rewards an early onset of motion after
an action change. A VLM judge additionally rates visual
quality from 1 to 10 and scene drift from 0 to 100, which
captures the gradual degradation of a scene over a long roll-
out (see Appendix B). For efficiency, we report the through-
put in decoded frames per second, the energy of each GPU
per second of generated video, the latency from an action
to its first decoded frame, and the data exchanged between
the device and the cloud per displayed frame. The video
plays at 16 FPS, so a method runs in real time only if its
throughput reaches this rate. All costs are per video stream,
with one cloud GPU per device. A difference is significant
when its paired 95% bootstrap interval excludes zero, and
Appendix B adds a Holm correction.

4.2. Main Results
Comparison with single models. HIVE uses both mod-
els unchanged, so the 14B cloud model is its quality ref-
erence (Table 1). HIVE is statistically equivalent to this
reference in judged quality, at 7.07 against 7.09 (margin
0.17, see Appendix B), while it uses 2.9× less cloud en-

ergy and raises the throughput from 7.3 to 21.2 FPS, above
the playback rate. The factors agree because the cloud GPU
draws about 525 W in both systems. Against the one-step
cloud model the cloud saving is 1.4×, and the total energy
of HIVE is higher, 648 against 551 J. Its drift and rotation
error are significantly lower than those of the device model
and of the four-step cloud model, and its latency is that
of the device model, 0.586 against 0.583 s, whereas cloud-
only generation needs 1.63 s. HIVE exchanges 32 kB per
frame, 4.1 Mbit/s, three to five times an H.264 stream of the
same frames and less than EC-Diff and Hybrid SD (see Ap-
pendix E). Compared with the 1.3B device model, it raises
the judged quality from 6.49 to 7.07 at a similar through-
put. The price is a significantly lower imaging quality than
that of the cloud model, 65.3 against 66.4 MUSIQ. Spec-
ulative Forcing, which accelerates the device model alone,
falls below the device model at its published thresholds (see
Appendix F).

Comparison with two-model methods. The two-model
methods give the device a part of every chunk. Hybrid SD
lets the device run the last two steps of every chunk and
loses quality, at 6.60. EC-Diff leaves only the last step to
the device and comes closest to HIVE, at 6.96 against 7.07,
a difference that is significant only before the Holm correc-
tion. With two cloud steps per chunk it runs at 11.6 FPS
with 1.6× the cloud energy. SDVG lets the cloud regener-
ate about 40% of the device drafts on WorldScore-300 and
about half on the 20-scene set, which gives a quality of 6.86
at 6.8 FPS and more than twice the total energy. HIVE is
the only one of these methods above the 16-FPS playback
rate, and it has the best value among them in every column
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Figure 3. Qualitative comparison on interactive rollouts. Two 30-second rollouts with unannounced action changes. Every method
receives the same input image, actions, and seed, and the keys in each frame show the active action (W and S for forward and backward,
A and D for left and right, arrows for turns, no key for no input). The device model, Hybrid SD, and SDVG lose the wall (left) and the
stylized trees (right) during the rollout, whereas the cloud model and HIVE keep both scenes to the end.

except the network traffic, where SDVG is lower.

Comparison with model-stitching samplers. Five
model-stitching samplers from recent work, adapted to
our model pair, spend more than one cloud step on every
chunk. The best two, T-Stitch [31] and FlowBlending [34],
match HIVE in judged quality, at 7.03 and 7.12 against
7.07, but run at 12.0 and 12.8 FPS with about 1.5× the total
energy, and none of the five reaches the playback rate (see
Appendix C).

Recorded actions (WBenchNavi). On WBench-
Navi [47], every action is known in advance, so HIVE
never regenerates and reduces to the one-step cloud stream
decoded on the device. This stream stays close to the
cloud model, with a judged quality of 8.29 against 8.37,
a difference that is not significant, and lower drift. Only
T-Stitch is significantly better, at 8.41 with two cloud steps
per chunk and 12.0 FPS (see Appendix C).

4.3. Collaboration Design Choices
Figure 4 varies the design of HIVE in two directions, with
quality on WorldScore-300 and cost on 20 scenes.

Role of the device. If the device upsamples a low-
resolution cloud chunk, the quality falls below that of the
device model, to 5.73 against 6.49, and if it refines every
one-step cloud estimate with three guided steps, the quality
drops from 7.07 to 6.52 at a similar cost. Periodic cloud,
in which the device generates every second chunk, has the
lowest cloud energy, 307 against 398 J for HIVE, but its
quality falls to 6.85 and its rotation error is significantly
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Figure 4. Collaboration design choices. Video quality on
WorldScore-300 (blue) changes little beyond HIVE, whereas
throughput (orange) falls below the 16-FPS playback rate (dashed)
once the cloud runs two steps per chunk. See Appendices C and D.

higher. Letting the device generate every fourth chunk low-
ers the cloud energy from 398 to 370 J at preserved quality
(7.06) but with a significantly higher rotation error (see Ap-
pendix C). Which chunks the device generates thus matters
more than how many.

Cloud computation. More cloud steps per chunk change
the quality little. A second cloud step on every chunk
reaches 7.15 against 7.07, which is not significant, although
it costs 1.5× the cloud energy and lowers the throughput to
15.0 FPS, below the playback rate. Four cloud steps reach
7.16, a significant difference, at 2.5× the cloud energy and
8.5 FPS and with significantly higher drift and rotation er-
ror. A second step on the half of the chunks that a learned
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Variant FPS ↑ Quality ↑ Imag. ↑ RPE ↓ Lat. ↓ Cloud J ↓

Components removed cumulatively
− device model 21.3 7.23 65.0 0.521 0.79 413
− lookahead 18.9 7.23 65.0 0.521 0.63 403
− device decoding 14.2 7.23 65.0 0.521 0.84 551
− one-step sampling 7.3 7.33 68.7 0.729 1.63 1141

Chunk invalidated by an action change
No regeneration† 21.1 7.23 65.5 0.690 – 400
Guided regeneration 20.1 7.31 66.5 0.462 0.80 401

HIVE (Ours) 21.2 7.28 67.0 0.461 0.59 398

Table 2. Ablation on 20 scenes × 4 seeds. The upper block re-
moves components one after another, and the lower block changes
how the invalidated chunk is handled. Rows 1–3 give identical
videos, row 4 is the four-step cloud model. Lat. is the latency in
seconds (†quality on 40 clips, the new action is never shown). The
scores differ from Table 1, which uses WorldScore-300. Best in
bold, second-best underlined.

predictor selects reaches 7.11 at 1.3× the cloud energy,
again not significant, although it is significantly better than
HIVE on the 20-scene set with ten seeds (see Appendix C).
All three raise the imaging quality significantly, from 65.3
to between 65.8 and 66.5.

4.4. Ablation Study
Table 2 removes the components of HIVE one after another.
Without the device model, the cloud regenerates the inval-
idated chunks with one step and the device only decodes.
A new action then waits for the cloud, and the latency rises
from 0.59 to 0.79 s (0.60 to 0.80 s on WorldScore-300, see
Appendix D), so the device model is what lets HIVE re-
spond as quickly as the on-device model. Removing looka-
head as well lowers the throughput to 18.9 FPS but also the
latency, to 0.63 s, because no chunk is predicted under an
old action. Lookahead thus buys throughput with latency,
and the device model returns the latency. Without it the
player stalls under delay (Table 4). Without device decod-
ing the throughput falls to 14.2 FPS, below the playback
rate, and the cloud energy rises from 403 to 551 J. Four
cloud steps per chunk then give a quality of 7.33, not signif-
icantly above HIVE, at 7.3 FPS and 2.9× the cloud energy
of HIVE. If the invalid chunk is shown instead of regen-
erated, the camera moves the wrong way in 58.6% of the
first chunks after a change, against 7.1% with HIVE, and
guiding the device sampler with the invalid estimate low-
ers the Response score from 87.1 to 82.3 (see Appendix D).
Guidance also makes the device wait for the invalid chunk,
raising the latency to 0.80 s.

5. Analysis
Number of cloud steps. One 14B step is not equal to
four. With every action known, the one-step cloud model

Method FPS ↑ Quality ↑ Drift ↓ Imag. ↑ Cloud J ↓

Device only (1.3B) 14.5 7.72 29.0 67.7 0
Cloud only (14B) 3.8 8.13 19.0 69.7 2406
Cloud only (14B), 1-step 8.0 7.60 21.5 65.2 1098

HIVE (Ours) 9.8 7.95 15.4 66.6 844

Table 3. Generalization to another backbone. Self-Forcing 1.3B
on the device and Krea Realtime 14B in the cloud, both based on
Wan2.1. Quality and Drift are VLM judge scores, Cloud J per
video second. Best in bold, second-best underlined.

scores 7.03 against 7.09 for four steps on WorldScore-300
and 7.21 against 7.40 over ten seeds on the 20-scene set,
and its imaging quality is lower throughout the rollout. It
nevertheless closes most of the gap from the 1.3B model to
the four-step 14B model, and its first estimate is closer to
its own four-step output than that of the 1.3B model (see
Appendix D). The one-step videos also contain about 20%
less motion, which may explain part of their lower drift and
rotation error (see Appendix B), and on the other backbone
the one-step cloud model falls below the device model.

Device vs. cloud regeneration. The alternative to device
regeneration is cloud regeneration, in which the cloud re-
generates the invalid chunk with one step and the device
needs no generative model. The device model does not raise
the judged quality, which is equivalent without it at 7.03. It
changes the response to a new action. The device model re-
generates where the action arrives, without the cloud or the
network, so the first frame of a new action is decoded af-
ter 0.39 instead of 0.59 s, the cloud spends 4% less energy,
and a 2-s network outage stalls the video for 0.29 instead
of 1.32 s per clip (Table 4). The cloud saving grows with
the action rate, to 9% at an action change every 3 s. With
a cloud that we emulate to be 1.2 to 1.3 times slower and
a playback buffer of 0.3 s, HIVE stalls at most 0.06 s per
clip, against 0.36 to 0.38 s without the device model (see
Appendix E). The device model also changes the video. On
WorldScore-300 it significantly raises the VBench quality,
from 77.5 to 77.9, through subject consistency and aesthetic
quality, as a second implementation confirms, and the Re-
sponse score after a change to a translation, from 84.4 to
88.3. After a turn the Response score is lower, the VLM
judge does not separate the two variants, and the imaging
and rotation gains of the 20-scene set do not carry over
(see Appendix D). Throughput and displayed latency with-
out network delay are unchanged. The device model costs
4% more total energy (see Appendix D), and after an outage
the device keeps generating until the cloud leads again, 16
of the 39 chunks of a clip on average. A late cloud chunk
alone can trigger it (see Appendix E).

7



End-to-end First frame Stall Cloud J
Method (s) ↓ (s) ↓ (s/clip) ↓ (J) ↓

Network delay 0 ms
No lookahead, 1-step 1.08 1.08 0.31 416
HIVE w/o device model 0.78 0.59 0.00 431
HIVE (Ours) 0.77 0.39 0.00 414

Network delay 150 ms
No lookahead, 1-step 4.43 4.43 6.92 436
HIVE w/o device model 1.07 0.90 0.00 431
HIVE (Ours) 1.07 0.49 0.00 415

Delay 50 ms, jitter ±30 ms, loss 2%
HIVE w/o device model 0.95 0.73 0.01 431
HIVE (Ours) 0.87 0.41 0.00 415

2-s network outage
HIVE w/o device model 2.01 0.76 1.32 430
HIVE (Ours) 1.00 0.62 0.29 405

20-s network outage
HIVE w/o device model 20.02 17.37 19.33 479
HIVE (Ours) 1.01 0.40 0.29 339

Table 4. Real-time inputs. The 20-scene set with actions issued
at wall-clock times, a one-way network delay, and a 16-FPS video
player. End-to-end is the median latency from an input to its dis-
play, First frame the median time until its first frame is decoded,
Stall the pauses of the player per clip, and Cloud J the cloud energy
per video second. In the outage rows, all messages are held for 2
or 20 s once per clip, and the device model also generates cloud
chunks that are late. With 20 s the cloud does not return within the
clip. Bold marks the best per condition (more in Appendix E).

Real-time inputs and network delay. The latency of Ta-
ble 1 releases each action at a chunk boundary. We repeat
the comparison with actions issued at wall-clock times, an
injected one-way network delay, and a 16-FPS video player
that pauses whenever the next chunk is not ready (Table 4).
Lookahead is what keeps the system responsive. Without
it, the one-step cloud model displays a new action after
1.08 s without delay and after 4.43 s at 150 ms, because ev-
ery chunk waits for the network. With lookahead, HIVE
and its variant without the device model display a new ac-
tion equally fast, after 0.77 s and after 1.07 s at 150 ms,
and neither pauses the player, which keeps the delay of its
first chunks as a buffer that hides the regeneration. With a
buffer of 0.3 s, the variant stalls at every action change at
150 ms, 0.68 s per clip, and HIVE 0.17 s. At 300 ms the
cloud chunks arrive after their slots, and HIVE is slower
than its variant, with a latency of 1.68 against 1.37 s, unless
the cloud updates its cache ahead of the next request. When
all messages are held for 1 to 20 s, the stall of HIVE stays
between 0.29 and 0.33 s per clip, whereas that of the variant
grows from 0.32 to 19.33 s (see Appendix E).

Generalization to another backbone. We apply HIVE
unchanged to Self-Forcing 1.3B [17] on the device and Krea

Realtime 14B [29] in the cloud, with text prompts as actions
that switch four times per rollout without being announced.
With HIVE this pair runs at 9.8 FPS on our GPUs, below the
playback rate, so it tests the quality more than the runtime.
Without the device model it runs at 8.8 FPS, because the
cloud regenerates a chunk more slowly than the device. As
shown in Table 3, HIVE again stays close to the four-step
cloud model in judged quality at 2.9× less cloud energy and
2.6× the throughput, has the lowest drift, and significantly
exceeds the one-step cloud model that knows every prompt
in advance. Here one-step chunks lose imaging quality over
the rollout, and each four-step chunk that the device regen-
erates stops this decline (see Appendix F).

6. Conclusion

We studied how a large cloud model and a small device
model can generate one interactive video together. In HIVE,
the cloud streams one-step lookahead chunks, and the de-
vice decodes them and regenerates the chunks invalidated
by a new action with its full sampler. Under unannounced
action changes, HIVE stays close to the 14B model in
judged quality at 2.9× lower cloud energy. The collabora-
tion designs that we compared show the trade-off of edge–
cloud collaboration. More cloud computation per chunk
costs the playback rate, and more device computation per
chunk costs quality. Regenerating on the device needs nei-
ther the cloud nor the network. It saves 4% of the cloud
energy, and network outages of 2 to 20 s stall the video for
0.3 s per clip instead of 1.3 to 19.3 s.

Limitations and future work. One-step chunks are
softer than four-step chunks, so the imaging quality of
HIVE stays below that of the cloud model. Device regener-
ation requires a device that keeps the small model ready at
the playback rate. In our experiments this is a workstation
GPU. An RTX A5000 does not and leaves regeneration to
the cloud (see Appendix E). After a network outage the de-
vice keeps generating until the cloud leads again, 16 of the
39 chunks of a clip on average, and these chunks have the
quality of the device model. With an action change every
3 s the quality falls significantly below that of the four-step
cloud model, to the level of the one-step cloud model with
known actions (see Appendix C). The latency is bounded
by the 0.75-s chunk, and continuous inputs would leave
most chunks to the device model. The action sequences
are scripted, the visual scores come from automatic metrics
and a VLM judge, and the cost is measured with both GPUs
in one host, an injected network delay, and one cloud GPU
per device without batching across users (see Appendix G).
A human study, closed-loop play, a wide-area deployment,
and models trained for their roles are left for future work.
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